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Question: 289

You administer a Microsoft SQL Server 2016 server that hosts a transactional database and a reporting database.
The transactional database is updated through a web application and is operational throughout the day.
The reporting database is only updated from the transactional database.
The recovery model and backup schedule are configured as shown in the following table:

At 16:20 hours, you discover that pages 17, 137, and 205 on one of the database files are corrupted on the transactional database. You need to ensure that
the transactional database is restored. You also need to ensure that data loss is minimal.
What should you do?
A. Perform a partial restore.
B. Restore the latest full backup, and restore the latest differential backup. Then, restore each log backup taken before the time of failure from the
most recent differential backup.
C. Perform a point-in-time restore.
D. Restore the latest full backup.
E. Restore the latest full backup, and restore the latest differential backup. Then, restore the latest log backup.
F. Perform a page restore.
G. Restore the latest full backup. Then, restore each differential backup taken before the time of failure from the most recent full backup.
H. Restore the latest full backup. Then, restore the latest differential backup.

Answer: F

The goal of a page restore is to restore one or more damaged pages without restoring the whole database. Typically, pages that are candidates for restore
have been marked as "suspect" because of an error that is encountered when accessing the page.
Note: Requirements for Restoring Pages
A page restore is subject to the following requirements:
The databases must be using the full or bulk-logged recovery model. Etc.
References: https://docs.microsoft.com/en-us/sql/relational-databases/backup-restore/restore-pages-sql-server
Question: 290

You administer a Microsoft SQL Server 2016 server that hosts a transactional database and a reporting database. The transactional database is updated
through a web application and is operational throughout the day.
The reporting database is only updated from the transactional database.
The recovery model and backup schedule are configured as shown in the following table:



At 14:00 hours, you discover that pages 71, 520, and 713 on one of the database files are corrupted on the reporting database.
You need to ensure that the databases are restored.
You also need to ensure that data loss is minimal. What should you do?
A. Perform a partial restore.
B. Restore the latest full backup, and restore the latest differential backup. Then, restore each log backup taken before the time of failure from the
most recent differential backup.
C. Restore the latest full backup.
D. Restore the latest full backup, and restore the latest differential backup. Then, restore the latest log backup.
E. Perform a page restore
F. Restore the latest full backup. Then, restore each differential backup taken before the time of failure from the most recent full backup.
G. Perform a point-in-time restore.
H. Restore the latest full backup. Then, restore the latest differential backup.

Answer: H

At restore time, before you restore a differential backup, you must restore its base. Then, restore only the most recent differential backup to bring the
database forward to the time when that differential backup was created. Typically, you would restore the most recent full backup followed by the most
recent differential backup that is based on that full backup.
References: https://technet.microsoft.com/en-us/library/ms345448(v=sql.105).aspx
Question: 291

You administer all the deployments of Microsoft SQL Server 2016 in your company.
You need to ensure that data changes are sent to a non-SQL Server database server in near real time.
You also need to ensure that data on the primary server is unaffected.
Which configuration should you use?
A. SQL Server that includes an application database configured to perform transactional replication
B. Two servers configured in different data centers SQL Server Availability Group configured in AsynchronousCommit Availability Mode
C. Two servers configured in different data centers SQL Server Availability Group configured in Synchronous-Commit Availability Mode One
server configured as an Active Secondary
D. SQL Server that includes an application database configured to perform snapshot replication
E. Two servers configured in the same data center SQL Server Availability Group configured in AsynchronousCommit Availability Mode One
server configured as an Active Secondary
F. Two servers configured on the same subnet SQL Server Availability Group configured in Synchronous-Commit Availability Mode
G. Two servers configured in a Windows Failover Cluster in the same data center SQL Server configured as a clustered instance
H. Two servers configured in the same data center A primary server configured to perform log-shipping every 10 minutes A backup server
configured as a warm standby

Answer: A

SQL Server supports the following heterogeneous scenarios for transactional and snapshot replication:
Publishing data from SQL Server to non- SQL Server Subscribers. Publishing data to and from Oracle has some restrictions.
References: https://docs.microsoft.com/en-us/sql/relational-databases/replication/non-sql/heterogeneous-database-replication
Question: 292

You administer all the deployments of Microsoft SQL Server 2016 in your company.
A database contains a large product catalog that is updated periodically.



You need to be able to send the entire product catalog to all branch offices on a monthly basis.
Which configuration should you use?
A. Two servers configured in the same data center A primary server configured to perform log-shipping every 10 minutes A backup server
configured as a warm standby
B. SQL Server that includes an application database configured to perform transactional replication
C. Two servers configured in the same data center SQL Server Availability Group configured in AsynchronousCommit Availability Mode One
server configured as an Active Secondary
D. Two servers configured in a Windows Failover Cluster in the same data center SQL Server configured as a clustered instance
E. SQL Server that includes an application database configured to perform snapshot replication
F. Two servers configured in different data centers SQL Server Availability Group configured in Synchronous-Commit Availability Mode One
server configured as an Active Secondary
G. Two servers configured on the same subnet SQL Server Availability Group configured in Synchronous-Commit Availability Mode
H. Two servers configured in different data centers SQL Server Availability Group configured in AsynchronousCommit Availability Mode

Answer: E

Snapshot replication distributes data exactly as it appears at a specific moment in time and does not monitor for updates to the data. When synchronization
occurs, the entire snapshot is generated and sent to Subscribers.
Using snapshot replication by itself is most appropriate when one or more of the following is true:
Data changes infrequently.
It is acceptable to have copies of data that are out of date with respect to the Publisher for a period of time. Replicating small volumes of data.
A large volume of changes occurs over a short period of time.
References: https://docs.microsoft.com/en-us/sql/relational-databases/replication/snapshot-replication
Question: 293

You administer all the deployments of Microsoft SQL Server 2016 in your company.
You need to ensure that an OLTP database that uses a storage area network (SAN) remains available if any of the servers fail.
You also need to minimize the amount of storage used by the database.
Which configuration should you use?
A. Two servers configured in different data centers SQL Server Availability Group configured in Synchronous-Commit Availability Mode One
server configured as an Active Secondary
B. SQL Server that includes an application database configured to perform transactional replication
C. Two servers configured in the same data center SQL Server Availability Group configured in AsynchronousCommit Availability Mode One
server configured as an Active Secondary
D. Two servers configured in different data centers SQL Server Availability Group configured in AsynchronousCommit Availability Mode
E. Two servers configured in the same data center A primary server configured to perform log-shipping every 10 minutes A backup server
configured as a warm standby
F. Two servers configured on the same subnet SQL Server Availability Group configured in Synchronous-Commit Availability Mode
G. SQL Server that includes an application database configured to perform snapshot replication
H. Two servers configured in a Windows Failover Cluster in the same data center SQL Server configured as a clustered instance

Answer: H

A Windows Server Failover Cluster (WSFC) is a group of independent servers that work together to increase the availability of applications and services.
SQL Server takes advantage of WSFC services and capabilities to support Always On availability groups and SQL Server Failover Cluster Instances.
References: https://docs.micosoft.com/en-us/sql/sql-server/failover-clusters/windows/windows-server-failover-clustering-wsfc-with-sql-server
Question: 294

You administer a Microsoft SQL Server 2016 server that hosts a transactional database and a reporting database.
The transactional database is updated through a web application and is operational throughout the day.
The reporting database is only updated from the transactional database.
The recovery model and backup schedule are configured as shown in the following table:



The differential backup of the reporting database fails.
Then, the reporting database fails at 14:00 hours.
You need to ensure that the reporting database is restored.
You also need to ensure that data loss is minimal.
What should you do?
A. Restore the latest full backup, and restore the latest differential backup. Then, restore the latest log backup.
B. Perform a point-in-time restore.
C. Restore the latest full backup.
D. Restore the latest full backup, and restore the latest differential backup. Then, restore each log backup taken before the time of failure from the
most recent differential backup.
E. Restore the latest full backup. Then, restore the latest differential backup.
F. Restore the latest full backup. Then, restore each differential backup taken before the time of failure from the most recent full backup.
G. Perform a page restore.
H. Perform a partial restore.

Answer: C

The differential backup of the reporting database has failed, so it can’t be used.
Question: 295

You administer all the deployments of Microsoft SQL Server 2016 in your company.
You need to ensure that an OLTP database that includes up-to-the-minute reporting requirements can be off- loaded from the primary database to another
server. You also need to be able to add indexes to the secondary database. Which configuration should you use?
A. Two servers configured in different data centers SQL Server Availability Group configured in Synchronous-Commit Availability Mode One
server configured as an Active Secondary
B. Two servers configured in the same data center SQL Server Availability Group configured in Asynchronous-Commit Availability Mode One
server configured as an Active Secondary
C. Two servers configured in the same data center A primary server configured to perform log-shipping every 10 minutes A backup server
configured as a warm standby
D. Two servers configured in different data centers SQL Server Availability Group configured in AsynchronousCommit Availability Mode
E. Two servers configured on the same subnet SQL Server Availability Group configured in Synchronous-Commit Availability Mode
F. SQL Server that includes an application database configured to perform transactional replication
G. SQL Server that includes an application database configured to perform snapshot replication
H. Two servers configured in a Windows Failover Cluster in the same data center SQL Server configured as a clustered instance

Answer: F

References: https://docs.microsoft.com/en-us/sql/relational-databases/replication/transactional/transactional-replication
Question: 296

You administer a Microsoft SQL Server 2016 default instance. The instance is hosted by a server that has a local firewall configured.
The firewall only allows inbound connections on port 1433. The server only hosts a single instance of SQL Server.
You need to ensure that the instance is configured to allow remote connections even if the SQL Server is unresponsive to client connections.
What should you do?
A. Enable inbound connections on TCP port 1434 in the Windows Firewall on the server.
B. Execute the following Transact-SQL command: sp_configure ‘remote admin connections’,



C. Execute the Reconfigure command.
D. Execute the following Transact-SQL command: sp_configure ‘remote access’, 1
E. Restart the SQL Server Agent Service.
F. Enable inbound connections on TCP port 135 in the Windows Firewall on the server.

Answer: ABC

SQL Server provides a dedicated administrator connection (DAC). The DAC lets an administrator access a running server to execute diagnostic functions
or Transact-SQL statements, or to troubleshoot problems on the server, even when the server is locked or running in an abnormal state and not responding
to a SQL Server Database Engine connection. By default, the DAC is only available from a client on the server. To enable client applications on remote
computers to use the DAC, use the remote admin connections option of sp_configure.
By default, the DAC only listens on the loop-back IP address (127.0.0.1), port 1434
The following example enables the DAC from a remote computer. sp_configure ‘remote admin connections’, 1;
GO
RECONFIGURE;
GO
References: https://docs.microsoft.com/en-us/sql/database-engine/configure-windows/remote-admin-connections-server-configuration-option
Question: 297

You are creating an application that will connect to the AgentPortal database by using a SQL login named AgentPortalUser. Stored procedures in the
database will use sp_send_dbmail to send email messages.
You create a user account in the msdb database for the AgentPortalUser login.
You use the Database Mail Configuration Wizard to create a Database Mail profile. Security has not been configured for the Database Mail profile. You
need to ensure that AgentPortalUser can send email messages.
What should you do?
A. In the Database Mail Configuration Wizard, configure the Database Mail profile as a private profile for the AgentPortalUser account.
B. Disable the guest user in the msdb database.
C. Use the sysmail_help_profileaccount_sp stored procedure to add accounts to the Database Mail profile.
D. In the Database Mail Configuration Wizard, create an email account for each recipient’s email address in the Database Mail profile.

Answer: A

You enable and configure Database Mail using the Database Mail Configuration Wizard.
Profiles are either public or private. A private profile is accessible only to specific users or roles.
References: https://docs.microsoft.com/en-us/sql/relational-databases/database-mail/configure-database-mail
Question: 298

You plan to integrate an on-premises Microsoft SQL Server environment with Microsoft Azure.
You need to create the authentication object so that you can connect to Azure.
Which Windows PowerShell command or commands should you run?
A. Invoke-Sqlcmd “CREATE EXTERNAL DATA SOURCE MyAzureStorage WITH (LOCATION = ‘wasbs://[email protected]/”, CREDENTIAL
= Pa$$w0rd)”
B. New-SqlAzureKeyVaultColumnMasterKeySettings-KeyUrl
https://myvault.vault.contoso.net:443/keys/CMK/4c05fla41b12488f9cba2ea964b6a700
C. Invoke-Sqlcmd “CREATE CREDENTIAL AzureCred WITH IDENTITY = ‘AzureKey’, SECRET = ‘Pa$$w0rd”
D. Invoke-Sqlcmd “CREATE LOGIN AzureCred WITH CREDENTIAL = ‘AzureKey’, PASSWORD = ‘Pa$$w0rd”

Answer: C

Invoke-Sqlcmd runs a script containing statements supported by the SQL Server SQLCMD utility.
The following example creates a SQL Server credential for the Database Engine to use when accessing the Azure Key Vault using the SQL Server
Connector for Microsoft Azure Key Vault.
CREATE CREDENTIAL Azure_EKM_TDE_cred
WITH IDENTITY = ‘ContosoKeyVault’, SECRET = ‘EF5C8E094D2A4A769998D93440D8115DSECRET_DBEngine’
FOR CRYPTOGRAPHIC PROVIDER AzureKeyVault_EKM_Prov ;
References: https://docs.microsoft.com/en-us/sql/t-sql/statements/create-credential-transact-sql
Question: 299

You administer a Microsoft SQL Server 2016 failover cluster that contains two nodes named Node A and Node B.
A single instance of SQL Server is installed on the cluster.
An additional node named Node C has been added to the existing cluster.
You need to ensure that the SQL Server instance can use all nodes of the cluster.
What should you do?
A. Create a ConfigurationFile.ini file from Node B, and then run the AddNode command-line tool on Node A.
B. Use Node A to install SQL Server on Node C.
C. Run the Add Node to SQL Server Failover Cluster Wizard on Node C.
D. Use Cluster Administrator to add a new Resource Group to Node B.

Answer: C
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Explanation:
1.To add a node to an existing SQL Server failover cluster
Insert the SQL Server installation media, and from the root folder, double-click Setup.exe. To install from a network share, navigate to the root folder on
the share, and then double-click Setup.exe.
2.The Installation Wizard will launch the SQL Server Installation Center. To add a node to an existing failover cluster instance, click Installation in the
lefthandpane.
Then, select Add node to a SQL Server failover cluster. Etc.
References: https://docs.microsoft.com/en-us/sql/sql-server/failover-clusters/install/add-or-remove-nodes-in-a-sql-server-failover-cluster-setup
Question: 300

You administer a single server that contains a Microsoft SQL Server 2016 default instance on which several production databases have been deployed.
You plan to install a new ticketing application that requires the deployment of a database on the server.
The SQL login for this application requires sysadmin permissions. You need to ensure that the login for the ticketing application cannot access other
production databases.
What should you do?
A. Use the SQL Server default instance and enable Contained Databases.
B. Use the SQL Server default instance and configure a user-defined server role. Add the login for the ticketing application to this role.
C. Install a new named SQL Server instance on the server.
D. Install a new default SQL Server instance on the server.

Answer: C

SQL Server supports multiple instances of SQL Server on a single server or processor, but only one instance can be the default instance. All others must be
named instances. A computer can run multiple instances of SQL Server concurrently, and each instance runs independently of other instances. References:
https://msdn.microsoft.com/en-us/library/ms143531(v=SQL.105).aspx
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